
 5b. Short-time analysis  of  
speech  



Short time analysis of speech 

Assuming a source/filter model of speech production, we can 
consider the impulse response of the linear filter to be slowly 
varying (changing every 50-100ms) 

 
 
 
 
 
Therefore the output speech s[n] is also slowly varying and thus it 

is common to process it in blocks (called frames) of around 
10ms over which the speech waveform is considered to remain 
stationary (properties are invariant with time). 

34 Short-Time Analysis of Speech

Fig. 4.1 Voiced/unvoiced/system model for a speech signal.

sample.1 The pulses needed to model the glottal ßowwaveform dur-
ing voiced speech are assumed to be combined (by convolution) with
the impulse response of the linear system, which is assumed to be
slowly-time-varying (changing every 50Ð100 ms or so). By this we mean
that over the timescale of phonemes, the impulse response, frequency
response, and system function of the system remains relatively con-
stant. For example over time intervals of tens of milliseconds, the sys-
tem can be described by the convolution expression

sön [n] =
!!

m=0

hön [m]eön [n ! m], (4.1)

where the subscript ön denotes the time index pointing to the block of
samples of the entire speech signals[n] wherein the impulse response
hön [m] applies. We usen for the time index within that interval, and m is
the index of summation in the convolution sum. In this model, the gain
Gön is absorbed intohön [m] for convenience. As discussed in Chapter 2,
the most general linear time-invariant system would be characterized
by a rational system function as given in (2.1). However, to simplify
analysis, it is often assumed that the system is an all-pole system with

1 As mentioned in Chapter 3, the period of voiced speech is related to the fundamental
frequency (perceived as pitch) of the voice.



Short-time signals 

Any short-time analysis T{} of signal x[m] is preceded by a 
windowing of the speech sequence. 

 
 
For which hamming window is usually used  
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is represented in a general form by the equation:

X ön =
!!

m= "!

T { x[m]w[ön ! m]} , (4.4)

where X ön represents the short-time analysis parameter (or vector of
parameters) at analysis time ön.3 The operator T{ } deÞnes the nature
of the short-time analysis function, and w[ön ! m] represents a time-
shifted window sequence, whose purpose is to select a segment of the
sequencex[m] in the neighborhood of samplem = ön. We will see several
examples of such operators that are designed to extract or highlight
certain features of the speech signal. The inÞnite limits in (4.4) imply
summation over all nonzero values of the windowed segmentxön [m] =
x[m]w[ön ! m]; i.e., for all m in the region of support of the window.
For example, a Þnite-duration4 window might be a Hamming window
deÞned by

wH [m] =
"

0.54 + 0.46cos(! m/M ) ! M " m " M
0 otherwise.

(4.5)

Figure 4.2 shows a discrete-time Hamming window and its discrete-time
Fourier transform, as used throughout this chapter.5 It can be shown
that a (2M + 1) sample Hamming window has a frequency main lobe
(full) bandwidth of 4 ! /M . Other windows will have similar properties,
i.e., they will be concentrated in time and frequency, and the frequency
width will be inversely proportional to the time width [89].

Figure 4.3 shows a 125 ms segment of a speechwaveform that
includes both unvoiced (0Ð50 ms) and voiced speech (50Ð125 ms). Also
shown is a sequence of data windows of duration 40 ms and shifted by
15 ms (320 samples at 16 kHz sampling rate) between windows. This
illustrates how short-time analysis is implemented.

3 Sometimes (4.4) is normalized by dividing by the e ! ective window length, i.e.,! !
m = "! w[m], so that X ön is a weighted average.

4 An example of an inÞnite-duration window is w[n] = nan for n # 0. Such a window can
lead to recursive implementations of short-time analysis functions [9].

5 We have assumed the time origin at the center of a symmetric interval of 2 M + 1 samples.
A causal window would be shifted to the right by M samples.
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Fig. 4.2 Hamming window (a) and its discrete-time Fourier transform (b).
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Fig. 4.3 Section of speech waveform with short-time analysis windows.

4.1 Short-Time Energy and Zero-Crossing Rate

Two basic short-time analysis functions useful for speech signals are the
short-time energy and the short-time zero-crossing rate. These func-
tions are simple to compute, and they are useful for estimating prop-
erties of the excitation function in the model.

The short-time energy is deÞned as

Eön =
!!

m= "!

(x[m]w[ön ! m])2 =
!!

m= "!

x2[m]w2[ön ! m]. (4.6)



Short-time analysis operations 

We will discuss: 
¥! Short-time energy and zero-crossing rate 
¥! Short-time autocorrelation function 
¥! Short-time Fourier Transform 
¥! Wavelet transform 



Short time Energy and Zero-crossing rate 
The short-time energy can be expressed as 
 
 
Similarly, the short-time zero-crossing rate is defined as the 

number of times the speech signal changes sign within a given 
time window 

 
 

 Where 
 
 
They are both simple (yet effective) ways to distinguish between 

voiced and unvoiced speech regions: 
¥! Voiced region: higher energy, lower zero-crossing rate 
¥! Unvoiced region: lower energy, higher zero-crossing rate 

4.1 Short-Time Energy and Zero-Crossing Rate 37

(a)

(b)

Fig. 4.2 Hamming window (a) and its discrete-time Fourier transform (b).

0 20 40 60 80 100 120
time in ms

Fig. 4.3 Section of speech waveform with short-time analysis windows.

4.1 Short-Time Energy and Zero-Crossing Rate

Two basic short-time analysis functions useful for speech signals are the
short-time energy and the short-time zero-crossing rate. These func-
tions are simple to compute, and they are useful for estimating prop-
erties of the excitation function in the model.

The short-time energy is deÞned as

Eön =
!!

m= "!

(x[m]w[ön ! m])2 =
!!

m= "!

x2[m]w2[ön ! m]. (4.6)

38 Short-Time Analysis of Speech

In this case the operatorT{ } is simply squaring the windowed samples.
As shown in (4.6), it is often possible to express short-time analysis
operators as a convolution or linear Þltering operation. In this case,
Eön = x2[n] ! he[n]

!
!
n=ön , where the impulse response of the linear Þlter

is he[n] = w2[n].
Similarly, the short-time zero crossing rate is deÞned as the weighted

average of the number of times the speech signal changes sign within
the time window. Representing this operator in terms of linear Þltering
leads to

Zön =
!"

m= "!

0.5|sgn{ x[m]} " sgn{ x[m " 1]}| w[ön " m], (4.7)

where

sgn{ x} =
#

1 x # 0
" 1 x < 0.

(4.8)

Since 0.5|sgn{ x[m]} " sgn{ x[m " 1]}| is equal to 1 if x[m] and x[m " 1]
have di! erent algebraic signs and 0 if they have the same sign, it follows
that Zön in (4.7) is a weighted sum of all the instances of alternating sign
(zero-crossing) that fall within the support region of the shifted window
w[ön " m]. While this is a convenient representation that Þts the general
framework of (4.4), the computation of Zön could be implemented in
other ways.

Figure 4.4 shows an example of the short-time energy and zero-
crossing rate for a segment of speech with a transition from unvoiced
to voiced speech. In both cases, the window is a Hamming window
(two examples shown) of duration 25 ms (equivalent to 401 samples
at a 16 kHz sampling rate).6 Thus, both the short-time energy and
the short-time zero-crossing rate are output of a lowpass Þlter whose
frequency response is as shown in Figure 4.2(b). For the 401-point
Hamming window used in Figure 4.4, the frequency response is very
small for discrete-time frequencies above 2! / 200 rad/s (equivalent to
16000/ 200 = 80 Hz analog frequency). This means that the short-time

6 In the case of the short-time energy, the window applied to the signal samples was the
square-root of the Hamming window, so that he[n] = w2[n] is the Hamming window
deÞned by (4.5).
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Short time Energy and Zero-crossing rate 
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Fig. 4.4 Section of speech waveform with short-time energy and zero-crossing rate
superimposed.

energy and zero-crossing rate functions are slowly varying compared
to the time variations of the speech signal, and therefore, they can be
sampled at a much lower rate than that of the original speech signal.
For Þnite-length windows like the Hamming window, this reduction of
the sampling rate is accomplished by moving the window position ön in
jumps of more than one sample as shown in Figure 4.3.

Note that during the unvoiced interval, the zero-crossing rate is rel-
atively high compared to the zero-crossing rate in the voiced interval.
Conversely, the energy is relatively low in the unvoiced region com-
pared to the energy in the voiced region. Note also that there is a small
shift of the two curves relative to events in the time waveform. This is
due to the time delay of M samples (equivalent to 12.5 ms) added to
make the analysis window Þlter causal.

The short-time energy and short-time zero-crossing rate are impor-
tant because they abstract valuable information about the speech sig-
nal, and they are simple to compute. The short-time energy is an indi-
cation of the amplitude of the signal in the interval around time ön. From
our model, we expect unvoiced regions to have lower short-time energy
than voiced regions. Similarly, the short-time zero-crossing rate is a
crude frequency analyzer. Voiced signals have a high frequency (HF)
fallo! due to the lowpass nature of the glottal pulses, while unvoiced
sounds have much more HF energy. Thus, the short-time energy and
short-time zero-crossing rate can be the basis for an algorithm for mak-
ing a decision as to whether the speech signal is voiced or unvoiced at



Short-time autocorrelation function 

The autocorrelation is used to find periodicities in functions and 
is the basis of many spectrum analysis methods. It is written as 

 
 

 where  
 
Note that the autocorrelation at lag 0 is equal to the short-time 

energy 
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any particular time ön. A complete algorithm would involve measure-
ments of the statistical distributions of the energy and zero-crossing
rate for both voiced and unvoiced speech segments (and also back-
ground noise distributions). These distributions can be used to derive
thresholds used in voiced/unvoiced decision [100].

4.2 Short-Time Autocorrelation Function (STACF)

The autocorrelation function is often used as a means of detecting
periodicity in signals, and it is also the basis for many spectrum analysis
methods. This makes it a useful tool for short-time speech analysis. The
STACF is deÞned as the deterministic autocorrelation function of the
sequencexön [m] = x[m]w[ön ! m] that is selected by the window shifted
to time ön, i.e.,

! ön ["] =
!!

m= "!

xön [m]xön [m + "]

=
!!

m= "!

x[m]w[ön ! m]x[m + "]w[ön ! m ! "]. (4.9)

Using the familiar even-symmetric property of the autocorrelation,
! ön [! "] = ! ön ["], (4.9) can be expressed in terms of linear time-invariant
(LTI) Þltering as

! ön ["] =
!!

m= "!

x[m]x[m ! "] ÷w! [ön ! m], (4.10)

where ÷w! [m] = w[m]w[m + "]. Note that the STACF is a two-
dimensional function of the discrete-time index ön (the window position)
and the discrete-lag index". If the window has Þnite duration, (4.9) can
be evaluated directly or using FFT techniques (see Section 4.6). For
inÞnite-duration decaying exponential windows, the short-time auto-
correlation of (4.10) can be computed recursively at time ön by using a
di! erent Þlter ÷w! [m] for each lag value" [8, 9].

To see how the short-time autocorrelation can be used in speech
analysis, assume that a segment of the sampled speech signal is a seg-
ment of the output of the discrete-time model shown in Figure 4.1 where
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Fig. 4.5 Voiced and unvoiced segments of speech and their corresponding STACF.

lag values. This tapering o! in level is depicted in Figure 4.5 for both a
voiced and an unvoiced speech segment. Note the peak in the autocor-
relation function for the voiced segment at the pitch period and twice
the pitch period, and note the absence of such peaks in the autocorrela-
tion function for the unvoiced segment. This suggests that the STACF
could be the basis for an algorithm for estimating/detecting the pitch
period of speech. Usually such algorithms involve the autocorrelation
function and other short-time measurements such as zero-crossings and
energy to aid in making the voiced/unvoiced decision.

Finally, observe that the STACF implicitly contains the short-time
energy since

Eön =
!!

m= "!

(x[m]w[ön ! m])2 = ! ön [0]. (4.14)

4.3 Short-Time Fourier Transform (STFT)

The short-time analysis functions discussed so far are examples of
the general short-time analysis principle that is the basis for most



(standard)Discrete  Fourier Transform  (DFT) 
The discrete Fourier transform obtains the frequency domain representation of a 
finite-time discrete signal as follows 

Given N input samples it computes N complex numbers representing the frequency 
content of the input signal for frequencies  
 
 
 
Where fi is in radiants (from 0 to 2!). The frequency spectrum outside of these 
bounds is considered periodical. 
 
Also, if the input signal xn is composed of real numbers, the frequency domain 
representation will have symmetric real components around k=(N-1)/2 

fi =
2!
N

k k = 0,..., N ! 1



9 X. Serra 

(... DFT) 
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WAVELET TRANSFORM 



DRAWBACKS OF STFT 

Unchanged Window 
Dilemma of Resolution 

Narrow window -> poor frequency resolution  
Wide window -> poor time resolution 

Heisenberg Uncertainty Principle 
Cannot know what frequency exists at what time intervals 

 
Via Narrow Window Via Wide Window 

Example: square pulses at different times and frequencies 



MULTIRESOLUTION ANALYSIS 
(MRA) 
Wavelet Transform 

An alternative approach to the short time Fourier transform to 
overcome the resolution problem  

Similar to STFT: signal is decomposed as the sum of itself multiplied 
with a function 

Multiresolution  Analysis  
Analyze the signal at different frequencies with different 

resolutions 
Gives good time resolution and poor frequency resolution at high 

frequencies and good frequency resolution and poor time 
resolution at low frequencies 

 This helps as most natural signals have low frequency content 
spread over long duration and high frequency content for short 
durations 



Multiresolution  Analysis( MRA) 
four different time-frequency resolutions 

Over all we get a good resolution  
both in time and frequency 



Example of multireslution  analysis 
Outline Introduction and Example Multiresolution Analysis Discrete Wavelet Transform (DWT) Finite Calculation ReferencesIntroduction and Example
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In the example a very simple set of basis functions is used:

! (x) = 1[0,1)(x) =

!
1, x ! [0, 1)

0, else

! 1 ! 0.5 0 0.5 1 1.5 2
! 0.5

0

0.5

1

1.5
Haar function
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Decomposed using the 
simple basis function: 



Wavelet  Transform  
 While Fourier Transform uses waves of infitine energy to analyze 
signals, the Wavelet Transform uses wavelets of finite energy. Note that 
STFT also use time-limited waves, although its properties are worse that 
wavelets 
 

¥!  The wavelet analysis is done similar to the STFT analysis. The signal to be 
analyzed is multiplied with a wavelet function just as it is multiplied with a 
window function in STFT, and then the transform is computed for each 
segment generated. However, unlike STFT, in Wavelet Transform, the width 
of the wavelet function changes with each spectral component.  

¥! The Wavelet  Transform , at high  frequencies , gives  good  time  resolution  
and poor  frequency  resolution , while  at low  frequencies , the Wavelet  
Transform  gives  good  frequency  resolution  and poor  time  resolution . 

 

DFT wave                                 Wavelet 



Wavelets in image processing 

Here the two dimensions are space (X or Y) and frequency 



Wavelet Families 



Discrete Wavelet Transform (DWT) 
The DWT of a signal x is calculated by passing it through a series of filters. First the 
samples are passed through a low pass filter with impulse  response  g resulting in a 
convolution of the two: 
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 The signal is also decomposed simultaneously using a high-pass  filter  h. The outputs 
giving the detail coefficients (from the high-pass filter) and approximation coefficients (from 
the low-pass). It is important that the two filters are related to each other and they are 
known as a quadrature mirror filter. 
Since half the frequencies of the signal have now been removed, half the samples can  be 
discarded according to NyquistÕs rule. The filter outputs are then downsampled by 2: 
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(...DWT) 
This decomposition is repeated to further increase the frequency resolution and the 
approximation coefficients decomposed with high and low pass filters and then down-
sampled. This is represented as a binary tree with nodes representing a sub-space with a 
different time-frequency localisation. The tree is known as a filter bank. 



filters in frequency domain 

filters in time domain 

time-frequency tiles 

Comparing  DWT with STFT 



COMPARSION OF 
TRANSFORMATIONS 

From http://www.cerm.unifi.it/EUcourse2001/Gunther_lecturenotes.pdf, p.10 



RECONSTRUCTION 

What 
How those components can be assembled back into the 

original signal without loss of information?  
A Process After decomposition or analysis. 
Also called synthesis  

How 
Reconstruct the signal from the wavelet coefficients  
Where wavelet analysis involves filtering and down 

sampling, the wavelet reconstruction process consists 
of up sampling and filtering 

 


